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Abstract—The Sintero Server Project introduces a 4-layer architecture for supporting patient-centered collaboration between different clinical teams.  The Sintero prototype uses simplified HL7 CDA documents, Continua Bluetooth device connectivity and IHE XDS document sharing infrastructure. 
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I.  Introduction
All patients have a different combination of conditions, treatments, needs and values, which need to be treated holistically through their complex and unpredictable journey between many health care providers and clinicians, each with their own specialist skills, ways of working and distinct IT systems.  As a result, the patient’s medical record can be fragmented, making and it difficult to see the full picture, leading to avoidable errors and unnecessary waste.  

The requirement is to track each patient’s information across traditional organizational boundaries and data silos maintained by different care providers in physicians’ offices, hospitals and community health services.  Health information exchange (HIE) is generally regarded as the solution to these problems, but progress has been slow both in the USA [1] and in England [2].

The Sintero (Simplifying INTEROperability) Server project provides a technical approach to the HIE problem with some novel features.  

Sintero, funded by the Wellcome Trust and developed at Cardiff University,  addresses these requirements by providing a patient-centered electronic patient record (EPR) infrastructure. The scope of Sintero includes clinical (translational) research as well as healthcare provision.  

Sintero uses a four-layer architecture.  This architecture also forms the structure of this paper:
1. Layer 1 Input Interface: provides one patient record at a time in one location with input from one of many supported devices.
2. Layer 2 Integrating the Healthcare Enterprise (IHE) [3] Cross-enterprise Document Sharing (XDS): one patient record at a time across any number of locations

3. Layer 3 Aggregation: analysis of patient records in one location/organisation for local management etc.

4. Layer 4 Wide–area analytics: analysis of anonymised and/or pseudonymized patient records across multiple organizations.  

II. Layer 1 – Input Interface

Layer 1 performs three main tasks close to the user: 

1. Input. 

All data entry into the Sintero is performed at this layer, whether from a human or via electronic message from a legacy systems.   

When referring to a human user interface, Layer 1 is typically deployed on a PC or wireless touch-screen tablet computer.  Layer 1 also supports wireless Bluetooth input from medical devices using standards developed by the Continua Health Alliance. Inputs from other computers may be sent directly to a server as HL7 CDA documents.

2. Retrieval. 

All information about individual patients can be viewed in multiple ways as an XDS Consumer.  User experience depends on how easy it is to find and display what you want.  For example a clinician may wish to review current medication, diagnoses or alerts, the latest entries or the last items that he or she entered.  

Display of information is intuitive, similar to browsing email or a search engine. First the system displays a page of summary items that meet the search criteria, and then each item can be opened up to see more details.  The default order of display is reverse chronological order (most recent first). 

3. Normalization. 

Data entered at Layer 1 (XDS Source) are exported to Layer 2 using standardised HL7 CDA Release 2 documents. 
The header is common to all Sintero CDA messages and is limited to: 

· document details (id, class, creation time, confidentiality and language), 

· subject (exactly one patient), 

· author (exactly one, including date signed), 

· encounter location, type and date.

Sintero supports two types of CDA body. An important constraint, to facilitate scalable computation, has been to limit the complexity by restricting all CDA documents in Sintero to have one section only.

 (1) Documents intended primarily for human readability (letters, images etc.); these do not include structured data, other than standard XDS metadata.  These correspond to CDA Level 1.
(2) Structured data, intended for computation as well as human readability; these CDAs contain a single line entry, such as a diagnosis, a blood pressure measurement etc.  Entries are not nested.  These structured data items are based on the HL7 clinical statement pattern  and correspond to CDA Level 3.  

For supporting computation, we have found it useful to classify data into three categories (two-star, one-star and zero-star). 

Two-star data is complete and commensurable – we can be confident about making comparisons between both the numerator and the denominator of any variable.  Examples of two-star data include: administrative procedures such as clinic attendances and admissions, invasive procedures such as surgical operations, medicines prescribed through a computer and laboratory test results.  These data can be used for comparisons, because you can usually trust both the numerator (commensurable) and the denominator (complete). 

One-star data are commensurable but may not be complete.  Examples include history, examination findings and problem lists.  

Zero-star data is information that is unlikely to be either commensurable or complete, so one cannot reliably compare either the numerator or the denominator.  Most free text, dictation and images fall into this category.

III. Layer 2 – XDS

Layer 2 is an open source implementation of IHE XDS (Cross Enterprise Document Sharing).  XDS was originally designed in 2004 to provide a way to share documents and images between health care providers.  Metadata about each clinical document, not the data itself, is posted to a central register, while distributed repositories maintain the data entries. 

XDS provides a scalable foundation for shared electronic health records between multiple care providers, providing an way for providers to contribute, query and retrieve clinical documents of interest within a security framework.  Every XDS system has sources, repositories, a registry, consumers and a patient ID source.

1. Sources.  The sources of all documents are Sintero HL7 CDA documents output from Layer 1.  XDS is based on the document paradigm.  An XDS document is the smallest unit of information that can be registered.  

2. Repositories.  Repositories provide a persistent store for each document, and submit the metadata required by the Registry.  Each care provider registers information it is willing to share with others, but the actual documents remain in the organisation repository.

3. Registry. The Registry provides an index to where registered documents in the system about an individual patient are to be found (i.e. their repository and the document ID).  A single registry can index any number of organisation repositories. The Registry is based on the OASIS ebXML Registry specification and is content-neutral i.e. the Registry does not receive document content, only metadata.
4. Consumers. Consumers query the Registry, which returns the locations of relevant documents; then the Consumer retrieves these from the various repositories for display in graphical UI or for processing by an application.

5. Patient ID Source is the master index of patients in the XDS system.  Patients typically use multiple patient numbers external to the XDS system (e.g. an NHS number), which are mapped to internal numbers of the XDS system.

Sintero CDA document category (code) and section code correspond to XDS Registry document code and type, specified for the Sintero Affinity Domain.  We use document codes for the course granularity retrieval (the headings) and type  (Observable) for finer granularity, such as for specific tests etc. A requirement of a Sintero XDS Source is that it classifies each entry with one code and one type only.  

XDS is the core specification of a constellation of related IHE specifications.  The prototype Sintero Server ‘stack’ includes the following modules:

•
XDS.b – register and retrieve document using web services.

•
XDR – send and retrieve documents by Patient ID query.

•
RFD – retrieve information for display. 

•
PIX – patient identifier cross-referencing that allows use of multiple patient IDs.

•
PDQ – patient demographics query to assist selection of the right patient.

•
ATNA – audit trail and node authentication provides centralized privacy audit trail and node-to-node authentication.

•
EUA – enterprise user authentication (single sign-on).

•
DSUB – document metadata subscription enables notification of documents arriving in XDS.

•
BPPC – basic patient privacy consent. 

IV. Layer 3 Aggregation

Layer 3 acts as a data aggregation component.  It uses the IHE DSUB (document metadata subscription) specification to receive notifications of documents arriving in the system associated with metadata that matches metadata provided in the subscription. On receipt of a notification message, the aggregation component retrieves the CDA documents referenced in the notification and extracts the two-star data from them. This “reusable” data includes concept descriptions used to identify values and measurements, the values and measurements themselves as well as timestamp and demographic data.  This data is normalized and stored ready to be queried by Layer 4. 

Layer 3 includes a pseudonymisation component that maps between pseudo-identifiers and actual patient identifiers, as well as performing rounding on demographic data such as birth dates and postal codes. Hence all data stored by the aggregation component are pseudonymized and can, with appropriate permissions, be traced back to the patient and original clinical document from which the data is derived. This allows research analysis to feed back into the clinical health loop if outcomes suggest that intervention could be appropriate. 
The aggregation component can be queried for study feasibility as well as export tables of population data.

V. Layer 4 Wide area analytics

Layer 4 forms a multi-vendor application layer, hosting cross-organisation analytics, data mining, trending and benchmarking services. These can be exploited to provide comparative data for managers, clinicians and patients.  

Users interested in Layer 3 data, such as researchers, typically interact with the aggregation component through the portal. Using a simple Web interface that provides the ability to specify parameters, ranges and so forth, a user can create a complex query for sending out to the distributed Sintero network via the Layer 3 aggregation component.  

The output of the distributed query are stored in a study database, which exposes the queried data along with a simple schema that describes the data limits imposed thus far, allowing data to be machine processable by third party applications. Each query results in a unique study database identifier and authentication mechanism that allows the user to access the data thereafter. Therefore, using this mechanism, users can download the results from the study database Web site or applications can use the Rest Web interface to programmatically download the data, in one of multiple formats suitable for off-the-shelf data mining and data processing applications e.g. CSV, XML, etc.   Therefore, by design it is possible to dynamically integrate and reuse such results in various types of applications.

Sintero provides support for the Triana [4] workflow environment, which uses such an interface to directly import data on the fly from the study database. Triana in turn, provides filtering tools that can be used to refine the data further (through imposing limits) or can use any combination of the four hundred mathematical and statistical analysis algorithms to perform operations on the data e.g. correlation, histograms, statistical analysis, and so forth.  
Further, Triana incorporates the Weka Toolkit [5], which can be used to cluster the data using the collection of machine learning algorithms it offers.  The resulting analysis can be graphed or plotted using one of the many visualization tools available within the Triana environment.  
Although Triana provides a comprehensive tool for data analysis in itself, the study database interfaces allow any number of data-analysis and clustering tools to be integrated with the Sintero system.

VI. References

[1] Vest J, Gamm L. Health information exchange: persistent challenges and new strategies. J Am Med Inform Assoc 2010;17:288-294.

[2] Greenhalgh T et al. Adoption and non-adoption of a shared electronic summary record in England: a mixed-method case study. BMJ 2010;340:c3111, doi:10.1136/bmj.c3111
[3] Integrating the Healthcare Enterprise (IHE) online: http://www.ihe.net/Technical_Framework/index.cfm
[4] Taylor I., Shields, M., Wang I. and Harrison A. The Triana Workflow Environment: Architecture and Applications, in Workflows for e-Science 2007, Part III, 320-339, DOI: 10.1007/978-1-84628-757-2_20

[5] Mark Hall, Eibe Frank, Geoffrey Holmes, Bernhard Pfahringer, Peter Reutemann, Ian H. Witten (2009); The WEKA Data Mining Software: An Update; SIGKDD Explorations, Volume 11, Issue 1.
Sponsor: The Wellcome Trust, London, UK.

