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[bookmark: _Toc266429883]Executive Summary
Clinicians face numerous knowledge needs during the course of patient care and the majority of these needs are not met, compromising the quality of care. Online health knowledge resources that are capable of solving many of these knowledge needs are now widely available, but a series of barriers hinder a more effective and frequent use of these resources at the point of care. Infobuttons are decision support tools that integrate knowledge resources into clinical information systems (CIS) as an attempt to lower these barriers.1 

To support the integration of knowledge resources into Clinical Information Systems, the Clinical Decision Support Work Group (CDS WG) developed the Context-Aware Knowledge Retrieval (Infobutton), Knowledge Request Standard, which was published as a normative HL7 International standard in August 2010.3 

The Context-Aware Knowledge Retrieval project is being developed in two phases. The first phase (Knowledge Request Standard 3) provides a standard mechanism for Clinical Information Systems to submit knowledge requests to knowledge resources. The first phase also includes a URL-based implementation guide.

Despite the relatively wide adoption and perceived usefulness by implementers in general, the first phase of the Infobutton project has two main limitations: 
(a) Lack of a standard to support knowledge resource responses to infobutton requests. As a result, in present implementations of the Infobutton knowledge request Standard, CISs submit standard knowledge requests to knowledge resources, while knowledge resources respond in a non-standard fashion, typically in the form of HTML documents. 
(b) The URL-based implementation inherits the limitations and constraints of the URL-based communication protocol.

The second phase of the project attempts to address the limitations above through the development of a Services-Oriented Architecture (SOA) implementation guide based on the HL7 International/OMG Decision Support Services (DSS) Standard and a knowledge response service payload. These two work products will enable knowledge resources to respond to knowledge requests in a standard fashion. 
[bookmark: _Toc266429884]Scope of this DSTU ballot 
This specification aims to:
(a) Describe the functional requirements for the context-aware knowledge retrieval SOA implementation (Section 2);
(b) Provide guidance regarding the implementation of context-aware knowledge retrieval applications in a Service-Oriented Architecture based on the HL7/OMG Decision Support Services (DSS) Standard (Section 3);
(c) Specify the service payloads (semantic profiles) to be used in context-aware knowledge retrieval service operations (Section 4).

[bookmark: _Toc266429885]Functional Requirements
[bookmark: _Ref237403129][bookmark: _Toc266429886]Scenario – Integration with knowledge resources via Infobutton Manager
The following scenario illustrates the process through which a clinician accesses context-specific knowledge retrieved from multiple resources from within a CIS. The resources respond with structured metadata that describe the retrieved knowledge content, a summary of the knowledge content and/or the entire content itself, and links to the complete knowledge content at its source. The structured metadata enable retrieved knowledge content to be computed for purposes such as filtering, browsing, navigation, and display. 

Dr. Jones is looking at a problem list of a male, 77 year-old patient with Heart Failure. Dr. Jones clicks on an infobutton located next to the Heart Failure problem list entry. 
(a) The CIS sends a knowledge request to an Infobutton Manager service.
(b) The Infobutton Manager acts as a broker, sending requests for context-specific knowledge to multiple knowledge resources.
(c) Each knowledge resource responds with metadata about the content items that are considered to be relevant based on the CIS context. The knowledge resource response includes the following elements: 
· Knowledge topics (e.g., etiology, treatment, prognosis) that are covered by the resource and that might be relevant given the CIS context;
· Knowledge metadata (e.g., knowledge author, type of content, last update date);
· Summary of the retrieved knowledge topics;
· Complete content represented in one or multiple formats (e.g., HTML, XML, binary) or a pointer to the complete content at its original source. 
(d) The Infobutton Manager aggregates the responses obtained from the multiple knowledge resources and renders the aggregated content into a user interface that is presented to Dr. Jones for content browsing and navigation. 
(e) Dr. Jones selects a specific knowledge topic (e.g., diagnosis, therapy) from one particular resource. The resource responds with the complete content, which is then presented to Dr. Jones. Alternatively, if the desired content is not satisfactory then Dr. Jones may return to the aggregate summary select a different topic and/or knowledge resource.
[bookmark: _Ref237403505][bookmark: _Toc266429887]Scenario – Integration with knowledge resources via patient handout builder
The following scenario describes the process in which a clinician accesses patient education material from multiple resources from within a patient education builder. Resources respond with structured content for presentation/editing within the patient education builder.

Dr. Jones opens up the records of a female, 72 year-old patient with a number of entries on her problem list and medications list. Dr. Jones launches a patient handout builder. 
(a) The patient handout builder receives a request from the CIS to retrieve relevant patient education content to help Dr. Jones build a customized/personalized patient education handout. The CIS sends the patient’s entire problem list and medications list as part of the request. 
· Alternatively, Dr. Jones selects a subset of problem and medication list items that should be included in the request.
(b) The patient handout builder requests knowledge from multiple resources as described in Section 2.1 considering the conditions and medications that are present in the patient’s record.
(c) The resources respond as in Section 2.1. The patient education builder presents the retrieved patient education topics to Dr. Jones.
(d) Dr. Jones selects the relevant topics for her patient, potentially modifying the content, and adding notes. 
(e) Finally, Dr. Jones offers the handout to the patient (e.g., via printed copy, e-mail, personal health record). 
[bookmark: _Toc266429888]Technical Requirements 
[bookmark: OMG_DSS_SPEC]This Section contains 1) the core interaction (Section 3.1) that is supported by the proposed Knowledge Retrieval DSS implementation guide; 2) the Knowledge Retrieval DSS specification (Section 3.2); and 3) examples of Knowledge Retrieval DSS SOAP messages (Section 3.2.3). Wherever applicable, this Section refers to the HL7 Decision Support Service Functional Specification DSTU4 and the OMG Decision Support Service Technical Specification5. In the following sections, we refer to these specifications simply as “HL7 DSS” and “OMG DSS” respectively. 
[bookmark: _Ref236800520][bookmark: _Toc266429889]Core Interaction
The following interaction refers to the scenarios described in Sections 2.1 and 2.2. The interaction provides a comprehensive view of the process involving the communication between a CIS system and one or multiple knowledge resources. The interaction steps and corresponding service payload components are listed in Table 1 and depicted in Figure 1 

	Step
	Description
	Payload component 

	1
	A CIS sends a knowledge request with context information to an Infobutton Manager component.
	HL7 International Context-aware knowledge retrieval, knowledge request standard.

	2
	The Infobutton Manager sends a knowledge request to multiple knowledge resources. Although the payload information model for items (1) and (2) is the same, the Infobutton Manager may refine the contents of the knowledge request based on user input or internal heuristics.
	HL7 International Context-aware knowledge retrieval, knowledge request standard.

	3
	Each knowledge resource sends back a knowledge response to the Infobutton Manager. 
	Knowledge response model specified in Section 4 of the present specification.

	4
	The Infobutton Manager renders and presents the knowledge response to the user OR the Infobutton Manager sends a knowledge response to the Clinical Information System, which renders the content and presents it to the user.
	Knowledge response model specified in Section 4 of the present specification.


[bookmark: _Ref236801049]Table 1 – Description and associated payloads of each of the interaction steps depicted in Figure 1. 
Implementation Note:
1. The use of an Infobutton Manager2 component/service is an architecture alternative and not mandated by the standard. A CIS can communicate directly with a knowledge resource without the intermediation of an Infobutton Manager. 
[bookmark: _Ref218941351][image: S:\Standards\HL7\Infobutton\Documentation\Ballots\2010-Sep - Infobutton DSS DSTU\Interactions.png]
[bookmark: _Ref265668631]Figure 1 – Context-aware knowledge retrieval interaction diagram. The call-outs indicate the service payloads associated with each of the interaction steps.
[bookmark: _Toc266429890][bookmark: _Ref236820031]Context-Aware Knowledge Retrieval DSS 
DSS Profiles are a mechanism defined in the HL7 DSS specification (HL7 DSS, Section 6) to allow a DSS to be constrained to the degree required for implementation and interoperability of a given type of service, such as the Context-Aware Knowledge Retrieval DSS described in this Section. The OMG DSS specification describes three functional profiles: the HSSP Minimum DSS Functional Profile, the HSSP Core DSS Functional Profile, and the HSSP Advanced Time Handling DSS Functional Profile. 

Knowledge Retrieval DSS implementations SHALL conform at least to the requirements of the HSSP Minimum DSS Conformance Profile (OMG DSS, Section 2.5.10.7). To claim conformance with this profile, a DSS must be conformant with the “HSSP Minimum DSS Functional Profile” (OMG DSS, Section 2.5.10.1) and the “HSSP Minimum DSS Semantic Profile” (OMG DSS, Section 2.5.10.4). Brief descriptions of these two profiles are available in the following sections. Moreover, as discussed in Section 3.2.3, a Knowledge Retrieval DSS will also need to comply with the “HL7 Knowledge Retrieval DSS Conformance Profile,” which will place additional constraints on the allowed service payloads.
[bookmark: _Toc266429891]HSSP Minimum DSS Functional Profile
To claim conformance to the HSSP Minimum DSS Functional Profile, a DSS SHALL implement the DSS operations described in Table 2. These operations are part of the following OMG DSS interfaces: Evaluation, MetadataDiscovery, and Query. The Evaluation interface is the core of a Knowledge Retrieval DSS. It allows a client to submit an evaluation request to a Knowledge Retrieval DSS and receive an evaluation response back. The MetadataDiscovery and Query interfaces allow clients to find and inspect metadata about the Knowledge Retrieval DSS, including the capabilities provided.

The evaluate operation takes an EvaluationRequest object (OMG DSS, Section 2.5.6.1) as a payload and receives back an EvaluationResponse object (OMG DSS, Section 2.5.6.2). For the Knowledge Retrieval DSS, the primary component of the EvaluationRequest object is specified in the HL7 Context-Aware Knowledge Retrieval (“Infobutton”), Knowledge Request Standard.3 The primary component of the EvaluationResponse object is proposed in Section 4 of the present document. Payloads for the Metadata Discovery interface and Query interface operations are defined in the OMG DSS specification.5

	Operation
	Description

	From the Evaluation interface
	See OMG DSS, Section 2.5.9

	evaluate
	Evaluates the data provided by the client using the Knowledge Retrieval DSS (steps 1 and 2 of the interaction diagram in Figure 1) and returns the result(s) of the evaluation (steps 3, 5, and 6 of the interaction diagram in Figure 1. 

	From the MetadataDiscovery interface
	See OMG DSS, Section 2.5.7

	[bookmark: _Toc146914526]listProfiles, describeProfile
	Lists and describes the profiles supported by the service. Knowledge Retrieval DSS SHALL list at least the HSSP Minimum DSS Conformance Profile.

	[bookmark: _Toc146914528]describeSemanticRequirement
	Describes the semantic requirements supported by the service as enumerated in a service’s semantic profile. Knowledge Retrieval DSS SHALL support at least the following requirements: 1) a requirement to use the HL7 Context-Aware Knowledge Retrieval, Knowledge Request Standard refined message information model (RMIM) as the module input; and 2) a requirement to use the knowledge response model (see Section 4) as the module output.

	describeSemanticSignifier
	Describes the semantic signifiers used by the service. A semantic signifier is a pointer to a computational definition of an information model used by the service. For the Knowledge Retrieval DSS, the semantic signifiers SHALL be pointers to the HL7 Context-Aware Knowledge Retrieval, Knowledge Request Standard RMIM and the knowledge response model (see Section 4).

	[bookmark: _Toc146914524]describeTrait
	Describes the traits of a knowledge module (see Section 3.2.2) used by the DSS. E.g., authors, keywords, purpose.

	describeScopingEntity
	Describes a scoping entity / namespace used by the service. E.g., Health Level 7, NLM.

	From the Query interface
	See OMG DSS, Section 2.5.8

	listKMs, getKMDescription
	Lists and describes the knowledge modules available from a given DSS. E.g., an Infobutton Knowledge Module, a Drug-drug interaction Knowledge Module.

	getAllKMDataRequirementItems
	Returns a specification of the data required by the knowledge module for conducting an evaluation. For the Knowledge Retrieval DSS, this SHALL be a pointer to the HL7 Context-Aware Knowledge Retrieval, Knowledge Request Standard RMIM.

	getKMEvaluationResultSemantics
	Returns a specification of the information models that will be used by the knowledge module when returning an evaluation result. For the Knowledge Retrieval DSS, this SHALL be a pointer to the knowledge response model (see Section 4).


[bookmark: _Ref236812898]Table 2 – Service operations that SHALL be implemented by Knowledge Retrieval DSS. 
[bookmark: _Ref138811270][bookmark: _Toc266429892]HSSP Minimum DSS Semantic Profile
To claim conformance to the HSSP Minimum DSS Semantic Profile (OMG DSS, Section 2.5.10.4), a Knowledge Retrieval DSS must support the metadata traits listed in Table 3 (OMG DSS, Section 2.5.10.6.1) and also support the English language (OMG DSS, 2.5.10.5). Computational representations of the information models for each of the metadata traits are available in the OMG DSS specification. These information models utilize HL7 constructs whenever applicable.

	Trait
	Description

	[bookmark: _Ref236632359]StewardOrganization
	The organization acting as the steward of the knowledge module

	CreationDate
	Date knowledge module was first created

	[bookmark: _Ref236632775]LastReviewDate
	Date when knowledge module was last reviewed for accuracy

	AuthorList
	A list of the knowledge module’s authors. May be empty.

	FreeTextKeywordList
	A list of free text keywords that characterize the knowledge module.  May be empty.

	CodedValueKeywordList
	A list of coded value keywords that characterize the knowledge module.  May be empty.  Use of SNOMED CT encouraged.

	Purpose
	The purpose of a knowledge module, intended for a medical informaticist

	Explanation
	An explanation of how the knowledge module uses the required data to generate evaluation results, intended for a medical informaticist


[bookmark: _Ref236814796]Table 3 – Metadata traits that SHALL be implemented by a Knowledge Retrieval DSS. 
[bookmark: _Ref237170315][bookmark: _Toc266429893][bookmark: _Ref236801189]HL7 Knowledge Retrieval DSS Conformance Profile
To claim conformance to the HL7 Knowledge Retrieval DSS Conformance Profile, a Knowledge Retrieval DSS SHALL support the requirements of the HSSP Minimum DSS Conformance Profile as well as the HL7 Knowledge Retrieval DSS Semantic Profile. The HL7 Knowledge Retrieval DSS Semantic Profile SHALL consist of a semantic requirement that 1) the sole data requirement for an evaluation using the service is the HL7 Context-aware Knowledge Retrieval (“Infobutton”), Knowledge Request Standard RMIM and 2) the evaluation result SHALL be returned using the knowledge response information model described in Section 4. 
[bookmark: _Ref235403412][bookmark: _Toc266429894]Knowledge Response Payload
[bookmark: _Ref141427854]To identify potential standards that could be leveraged to support the functional and technical requirements of the knowledge response described in the previous sections, a survey of existing Web-based knowledge integration standards was conducted. Due to their wide adoption and ease of use, content syndication standards, such as RSS (Really Simple Syndication) and Atom, were raised as the primary candidates. The following sections compare the different content syndication standards explaining the rationale behind the choice of Atom as the framework for the Knowledge Response payload (Section 4.1); provide a brief overview of the Atom standard (Section 4.2); and provide a specification for the Knowledge Response payload (Section 4.2).
[bookmark: _Ref232306606][bookmark: _Toc266429895]Content Syndication Standards
Web-based content syndication is a form of syndication in which website material is made available to multiple other sites.1 Most commonly, Web syndication refers to making Web feeds available from a site in order to provide other people with a summary of the Web site's recently added content (for example, the latest news or forum posts). The term can also be used to describe other kinds of licensing Web site content so that other Web sites can use the content. The two main families of Web syndication formats are RSS7 and Atom.8 

	
	RSS 2.0
	Atom

	Format
	XML
	XML

	Standard organization
	Interest group (Harvard)
	IETF (Internet Engineering Task Force – Internet Society)

	Focus
	Simplicity
	Robustness

	Extensibility
	Informal
	Formal, via namespaces and extension guidelines

	Content structure
	Plain text or HTML
	Plain text, HTML, XHTML, XML, binary content, content pointer

	Full content vs. partial content
	No distinction
	<summary> and <content> tags

	Support for aggregate feeds
	No
	Yes

	Publishing protocol
	MetaWeblog, Blogger
	Atom publishing protocol

	Date published
	2003
	2005


Table 4 – Comparison between the RSS 2.0 and Atom Web syndication standards. 
Through a comparison between RSS 2.0 and Atom, the CDS WG achieved a consensus that Atom has several advantages over RSS 2.0 when considering the requirements of this implementation guide:
· Unlike RSS 2.0, Atom has been developed and maintained by a formal standards development organization (IETF);
· Atom provides multiple mechanisms to enable extensions to its base model;
· Atom allows retrieved knowledge content to be represented in multiple formats, such as HTML, XHTML, XML, and binary.
[bookmark: _Ref265671998][bookmark: _Toc266429896]Knowledge Response Payload
This section includes a brief overview of the Atom standard as well as extensions and restrictions regarding the use of particular Atom elements for the purpose of the Knowledge Request payload. Descriptions of the Atom standard in this Section are provided for convenience. For a complete specification of the Atom standard, implementers SHALL also refer to the official IETF Atom specification.8 
[bookmark: _Toc266429897]Atom Overall Structure
Atom is organized into two main elements: Atom:feed and Atom:entry. Feed is the root element of Atom instances. It contains metadata about a specific set of retrieved content, such as the content set title, author, id, and last update time. Table 5 provides a list and a short description of the Atom:feed child elements. A feed contains one or more Atom:entry elements. Each Atom:entry contains metadata about a specific content item, a summary of the content, and optionally the complete content itself. The Atom:entry node’s child elements include the Atom:feed node’s child elements as well as the elements listed in Table 6. Figure 2 contains a feed XML instance showing the Atom:feed node and its children. Figure 3 shows the entry elements of the feed in Figure 2.

	Element
	Description

	id
	A permanent, universally unique identifier for the feed. The id value SHALL be an IRI (refer to Atom specification for details). 

	title
	Human-readable title for the feed. MAY be used to represent the knowledge resource content collection name (e.g., MedlinePlus).

	subtitle
	Human-readable subtitle for the feed. MAY be used to represent the high-level knowledge subject covered by the feed (e.g., Diabetes Mellitus).

	updated
	Last time the feed was modified. MAY use to indicate when the knowledge response was generated.

	author
	Author of the feed. MAY be used to represent the knowledge resource publisher name (e.g., National Library of Medicine). 

	link
	A pointer to a Web document that contains the feed. Includes the following attributes: href, rel, hreflang, title, length.
- href: the link’s URI 
- type: format of the content pointed by the URI (e.g., text, html, xhtml, xml, binary MIME types)
- rel: the link relation type. Possible values are: alternate = a link to an alternative version of the content (e.g., other language or format); related = a link to other content, which is related to the content represented in a feed or entry; self = link to the feed itself; via = link to the content source with access to the complete content. 
- title: a human-readable title for the link
- length: number of characters contained in the complete content represented in a particular feed.

	category
	Content classification that applies to all entries in a particular knowledge response. The present specification provides a domain-specific extension for the Atom:category element derived from the HL7 Context-Aware Knowledge Retrieval, Knowledge Request RMIM (see Section 0 for details). 

	icon
	An icon to be display associated with the feed. MAY be used to represent an image that knowledge consumers are familiar with, such as a knowledge resource publisher or content collection icon.

	entry
	Metadata about a specific piece of content, a summary of the content, and optionally the complete content itself. Each piece of content (e.g., document, image) retrieved by a knowledge resource in a knowledge response SHALL be represented as a distinct entry element.


[bookmark: _Ref232314006]Table 5 – Description of the Atom:feed node children elements. 

	Element
	Description

	id
	A permanent, universally unique identifier for the feed. The id value SHALL be an IRI (refer to Atom specification for details).

	title
	Human-readable title for the feed. For example, MAY use the name of the knowledge resource content collection (e.g., MedlinePlus).

	updated
	Last time the feed was modified. MAY use to indicate when the knowledge response was generated.

	author
	Author of the feed. For example, MAY use the name of the knowledge resource publisher (e.g., National Library of Medicine, American College of Physicians). 

	link
	A pointer to a Web document that contains the feed. See Table 5 for a complete description. 

	category
	Specific category that applies to a particular entry. For example, an entry may refer to content on contraindications of a medication, while another entry in the same feed may provide dosing information on the same medication. 

	summary
	A short summary of the entry. The content can be represented in several formats, such as text, html, xhtml, XML, and binary MIME types.

	content
	The entire content that is represented by the entry. The content can be represented in several formats, such as text, html, xhtml, XML, and binary MIME types.


[bookmark: _Ref232314008]Table 6 – Description of the entry node children elements.

[image: ]
[bookmark: _Ref266188358][bookmark: _Ref266179883][bookmark: _Ref232305559]Figure 2 – A feed example that contains multiple entries on Diabetes Mellitus. The children of the category element (prefixed with the v3 namespace) are all derived from the HL7 Context-Aware Knowledge Retrieval, Knowledge Request RMIM. In this example, the Atom:category element indicates that the overall feed subject is “Diabetes Mellitus.” The Atom:entry elements are collapsed in this fragment, but expanded in Figure 3. 
[image: ]
[bookmark: _Ref266188624]Figure 3 – Two Atom:entry nodes from the feed depicted in Figure 2. Each entry contains an Atom:summary and an Atom:link to the complete source content (rel=”via”).
[bookmark: _Toc266429898]Atom Domain-Specific Extensions 
An important feature of Atom is the ability to define domain-specific extensions via namespaces and extension guidelines. Most of the Atom elements allow the addition of domain-specific children that are imported from external schemas. In addition, values used in Atom instances can be drawn from standard domain-specific taxonomies. 

For the knowledge response payload, the Atom category element is extended to enable retrieved content to be categorized in terms of elements of the HL7 Context-aware Knowledge Retrieval, Knowledge Request Standard information model. Figure 2 shows the fragment of a knowledge response payload in which the feed provides content that meets the need of a knowledge request in which the mainSearchCriteria is “Diabetes mellitus.” 
[bookmark: _Toc266429899]Atom and the Knowledge Response Payload
When preparing or parsing a knowledge response payload, knowledge response implementers SHALL comply with the following specifications:

1. The Atom:feed element SHALL be the knowledge response payload root element. 
2. Each individual piece of content (e.g., document, image) retrieved by a knowledge resource SHALL be represented as a distinct Atom:entry element. 
3. The retrieved content SHALL be classified using the Atom:category element according to the Atom:category domain-specific extension described below in Section 4.2.3.1. 
4. Feed content SHALL contain metadata describing the human language in which a feed, segments of a feed, and links within a feed are written. Language representation SHALL follow a restriction over the Atom specification specified below in Section 4.2.3.2.
[bookmark: _Ref266269721][bookmark: _Toc266429900]Atom:category domain-specific extension
This Section specifies a domain-specific extension of the Atom:category element for the Context-Aware Knowledge Retrieval DSS knowledge response payload. The domain-specific extension enables feed content to be classified according to classes defined in the HL7 Context-aware Knowledge Retrieval, Knowledge Request Standard RMIM. More specifically:

1. The scheme attribute of Atom:category SHALL be fixed to the unique identifier (REDS_MT010001UV) of the HL7 Context-aware Knowledge Retrieval, Knowledge Request Standard RMIM.
2. The following classes of the HL7 Context-aware Knowledge Retrieval, Knowledge Request Standard RMIM and their associations MAY be included as children of Atom:Category elements: mainSearchCriteria, subTopic, taskContext, patientContext, performer, informationRecipient, and encounter.
3. HL7 knowledge request elements that are instantiated in the knowledge response SHALL be prefixed with the v3 XML namespace.
4. Classifications defined in the feed.category element apply to the entire feed including all Atom:entry elements. Therefore, Atom:entry elements implicitly inherit the feed.category element classifications and implementers SHOULD NOT redundantly clone classifications defined at the feed level to the feed’s Atom:entry elements. For example, in a knowledge request where mainSearchCriteria consists of one single medication, this mainSearchCriteria classification instance SHOULD be represented only at the Atom:feed level, implying that this classification applies to all entries.
5. All entries in a feed SHALL have a classification. This SHALL be accomplished in at least one of the following two scenarios: 
· A broad classification for the entire feed is inherited from the category element at the Atom:feed level;
· All Atom:entry elements contain a specific classification defined by each entry’s Atom:category.
6. The term attribute of Atom:category instances SHOULD take one of the following values: 
· MATCHED: indicates that classification elements of the Atom:category instance are included in the knowledge request AND their values match the values in the knowledge request.
· UNMATCHED: indicates that classification elements of the Atom:category instance are included in the knowledge request but their values do not match the values in the knowledge request.
· OTHER: indicates that classification elements of the Atom:category instance are not included in the knowledge request.

Figure 4 shows a feed that illustrates the use of classification categories both at the feed and element level as well as different uses of the Atom:category term attribute.
[image: ]
[bookmark: _Ref266279582]Figure 4 – A knowledge response payload instance in response to a knowledge request that conveys a patient with diabetes mellitus and the need for patient education content. The response includes a feed with an Atom:category element indicating that all feed entries contain content on the subject “diabetes mellitus” (mainSearchCriteria tag) and that the content is written for patient (informationRecipient tag). The feed also includes one Atom:entry element that covers the specific subject “diabetes with peripheral circulatory disorders.” 
[bookmark: _Ref266269873][bookmark: _Toc266429901]Restrictions in the use of xml:lang and hreflang attributes
According to the Atom specification, any text-based Atom element (e.g., title, summary, content) may use the xml:lang attribute to specify the human language in which the text is written. Likewise, link instances may use the hreflang attribute to specify the human language of the content pointed by the link href attribute. As a result, content language may be specified at various levels, increasing flexibility but creating unnecessary complexity for implementations, which need to account for all possible variations. 

To limit unnecessary flexibility, knowledge response implementers SHOULD consider the following three use cases when representing and processing human language in a knowledge response: 
1. The entire feed is provided in one single language: the language SHOULD be specified only at the root Atom:feed element level (Figure 5). 
2. All entries are provided primarily in one single language, but alternate content is available in other languages via alternate link elements: the primary language SHOULD be specified at the root Atom:feed element level AND the language of each entry.link SHOULD be specified at the level of each entry.link element (hreflang attribute) (Figure 6). 
3. The feed contains entries in multiple languages (i.e., each entry has corresponding entries of the same content in other languages): language SHOULD be specified at the level of each Atom.entry element (xml:lang attribute) (Figure 7). 

Therefore, knowledge response implementers MAY represent human language only at three specific levels as opposed to any text-based element: 1) xml:lang at the root Atom:feed element level; 2) xml:lang at the Atom:entry element level; and 3) hreflang at the level of each entry.link element. Other feed elements SHOULD not contain a language attribute. 

[image: ]
[bookmark: _Ref266281052]Figure 5 – A knowledge response payload instance in which the entire content is written in English. The xml:lang attribute is set at the Atom:feed level only.

[image: ]
[bookmark: _Ref266281199]Figure 6 – A knowledge response payload instance in which the content is written in English, but links to source content are provided in both English and Spanish. The xml:lang attribute is set at the Atom:feed level and the hreflang attribute is set at the level of each Atom:link.
 
[image: ]
[bookmark: _Ref266281211]Figure 7 – A knowledge response payload instance that has on entry in  English and one entry in Spanish. The xml:lang attribute is set at the level of each Atom:entry element.

[bookmark: _Toc266429902]Examples
This section is under development.
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